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Spoken Language Understanding Pipeline

ASR NLU
”?))) O =/ transcription | intent detection structured |
- —— .. s
4 |— | slot filling

Figure: icons: [1]

@ ASR errors get propagated to NLU component
@ ASR as black box:

e jointly train in domain language model and robust NLU

@ train ASR from scratch:
e End-to-End SLU model
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Outline

© Transcription Error and NLU (Schumann and Angkititrakul, 2018)
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© Transcription Error and NLU (Schumann and Angkititrakul, 2018)
@ Model
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High Level Architecture

Intent Decoder |..

transcription

Encoderl

v T

Word Decoder
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/I] /I’) /l;», /I| /If,

1

from  tampa to no walkie
@ bidirectional RNN with LSTM cell
@ hy = [fhs, bh:] at each timestep t = {1, ..., T, }

@ encodes input sequence x to vector s§ [3]:
o sy = tanh(W,[fhr., bhy])
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Intent Decoder

(R T A

from  tampa to no walkie

@ text classification on encoded input sequence x
e intent attention vector ¢’ weighted sum over all h;

e intent label y' predicted by feed-forward network on [c', s{]

Raphael Schumann
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Intent Decoder Detail

= softma:c(Wpri)

= tanh(W[c;, hi])

_ N g
= Zj:l aijh;

global attention [Luong et al., 2015]

[t ] T A

ij = > exp (b Wahjr)
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Intent Decoder

hq ho hs3 hy hs

(R

from  tampa to no walkie
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Word Decoder

hi  hy hs  hi  hs
A

from  tampa to no walkie : from  tampa to milwaukee <EOS>
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Word Decoder

from  tampa to milwaukee <EOS>

@ language model
@ RNN with LSTM cell

e initial state is set to s§
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Word Decoder

from  tampa to milwaukee <EOS>

Input at each decoding timestep i:
o predicted intent label y'
@ attention vector ¢ weighted sum over all h;

@ previous emitted corrected word y* ;
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Decoder Detail

- = softmazx(W,h,)

= tanh(Wc[ci7 Bz])

N1
=521 aigh;

global attention [Luong et al., 2015]

_ __exp(h) Wahy)
M 3o exp (b Wahjr)

iz e L . a
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Word Decoder

hi  hy hs  hi  hs
A

from  tampa to no walkie : from  tampa to milwaukee <EOS>
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Word Decoder

rT T T x*r#

from  tampa to no walkie : from  tampa to milwaukee <EOS>
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Word Decoder

I h,

h I hY
bt f

to milwaukee <EOS>

@ learns distribution over possible ASR errors

@ output sequence is sampled during training
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Word Decoder

I h,

h I hY
bt f

to milwaukee <EOS>

@ encode new word sequence into hidden states A’ and s§’

@ encoders share weights
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Word Decoder

rT T T x*r#

from  tampa to no walkie : from  tampa to milwaukee <EOS>
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Slot Decoder

0 FromLoc 0 TolLoc

HL}H HL#HI 9 { *«I

from  tampa to no walkie : from  tampa to milwaukee <EOS> [y, hA] [yt hy) [y ksl [yt G

Raphael Schumann Transcription Errors in Context of NLU



Slot Decoder

0 FromLoc 0] Toloc

[y, h] [y' ho) [y’ hs] [y, by

Input at each decoding timestep i:
e predicted intent label y'
@ attention vector ¢? weighted sum over all A}
@ previous emitted slot token y? ;
e corrected word encoder hidden state A/
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Slot Decoder Detail

yi = softmax(WpiLi)
hi | = tanh(Wec;, hi))
hi — = Z,]TJ:I ai;h;
T global attention [Luong et al., 2015]
S;U_l S;U @ exp (E;r Wol;)

ij = >, exp (b Wah;r)
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Full Model

hq ho hs hy hs I hl h I Rl 0  Fromloc O Toloc
""‘ll“‘TTTT
st g .
i T e L
R A ro S
from  tampa to no  walkie : from  tampa to milwaukee <EOS> ly', hy] [y hy) [yt ha) [yt kY

N
@ language model conditioned on predicted intent
@ shared word embeddings across model
@ weights shared between both encoders
e sample [4] output of LM to second encoder
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© Transcription Error and NLU (Schumann and Angkititrakul, 2018)

@ Data
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ATIS

@ Airline Travel Information Systems (ATIS) dataset [5]
o 18 different intent labels
o 128 different slot labels
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ATIS Instance

Input:
l words \ show \ me \ flights \ from \ boston \ to \ new \ york ‘
Labels:

intent flight

B-fromloc 0 B-toloc I-toloc
.city_name .city_name | .city_name

slots [O|O|O|0O
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Hypotheses Extended ATIS

@ create ASR hypothesis from audio
@ add noise to reach ASR performance of ~ 14% word error rate

@ use top-3 hypotheses to form new instances
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Hypotheses Extended ATIS Instance

Input:
l words \ show \ flights \ from \ boston \ to \ no \ work ‘
Labels:
intent flight
words | show | me | flights | from | boston |to new york
slots o |lo 0 o B—_fromloc B—_toloc I—t_oloc
.City_name .City_name | .city_name

15.11.18
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‘ train dev  test unique words

ATIS 4085 893 893 950
extended | 11841 2583 2606 3178
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Outline

© Transcription Error and NLU (Schumann and Angkititrakul, 2018)

@ Baseline
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Baseline 1

M

PP R RN RN

Wil Whhol ' sl [y ha

from  tampa to  milwaukee

Figure: Intent Detection + Slot Filling [6] trained on gold transcription only
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Baseline 2

subsequent models:

from tampa  to milwaukee <EC

H&H A

fom tampa  to no  walkie

Figure: Language Model

%

HH

from  tampa to  milwaukee

W] [hhol [ hs] [y ha

Figure: Intent Detection + Slot Filling [6]
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utline

© Transcription Error and NLU (Schumann and Angkititrakul, 2018)

@ Evaluation Metrics
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Evaluation Metrics

e WER: word error rate

@ Slot F1: Fl-score following CoNLL Chunking Shared Task [7] using
the in/out/begin schema [8]

o Intent Error: percentage of incorrect intent labels
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utline

© Transcription Error and NLU (Schumann and Angkititrakul, 2018)

@ Results
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Models | WER (%) Slot (F1) Intent Error (%)
Joint Slot&Detection | 14.55 84.26 5.80

Language Model +

Joint Slot&Detection | 10.43 86.85 5.20

Joint Model 10.55 87.13 5.04

Table: Experimental results on the hypotheses extended ATIS dataset.

@ average of 10 runs

15.11.18
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© End-to-End SLU (Haghani et al., 2018)
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© End-to-End SLU (Haghani et al., 2018)
@ End-to-End Architectures
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End-to-End Architectures

acoustic Semantic
features {EnCOderl Decoder ]

Figure: Direct model

e P(S|X)
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End-to-End Architectures

acoustic Word & Semantic
""f.e'é't'li'r'e'éw{ Encoderl }—'[ Decoder }

Figure: Joint model

e P(S,W|X) = P(SIW, X)P(W|X)
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End-to-End Architectures

acoustic

features Encoderl

Semantic
Decoder

Figure: Multitask model

e P(S,W|X) = P(S|X)P(W|X)
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End-to-End Architectures

acoustic Semantic
fontires ’[ Encoderl '—{Word Decoder} { Encoder2 '—»[ Decoder ’

Figure: Multistage model

o P(S,W|X) = P(SW)P(W|X)

Raphael Schumann Transcription Errors in Context of NLU 15.11.18 43 / 75



End-to-End Architectures

acoustic ArgMax Semantic
features ’[ Encoderl '—'[Word Decoder] »| Encoder2 Decoder

Figure: Multistage (Argmax) model

acoustic Sampled Semantic
""fgéiure'é""'[ Encoderl ]—‘[Word Dewdef]"g‘éﬁ}}as;’ Encoder2 Decoder

Figure: Multistage (SampledSoftmax) model
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© End-to-End SLU (Haghani et al., 2018)

@ Data
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Data

@ human transcribed Google Home queries
o 24M train
o 16K test

e 5 domains (MEDIA, MEDIA_CONTROL, PRODUCTIVITY,
DELIGHT, NONE)

@ 20 intents (SET_ALARM, SELF_NOTE, ...)
e 2 arguments (DATETIME, SUBJECT)

Transcript Serialized S ic

"can you set an alarm for 2 p.m.” <DOMAIN> <PRODUCTIVITY> <INTENT > <SET_ALARM> <DATETIME>2 p.m.
"remind me to buy milk" <DOMAIN><PRODUCTIVITY><INTENT > <ADD_REMINDER > <SUBJECT >buy m
"next song please” <DOMAIN><MEDIA_.CONTROL >

"how old is barack obama” <DOMAIN><NONE>
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© End-to-End SLU (Haghani et al., 2018)

@ Evaluation Metrics
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Evaluation Metric

@ F1 for Domain
o F1 for Intent
o WER for Arguments

Transcript Serialized S ic

"can you set an alarm for 2 p.m.” <DOMAIN><PRODUCTIVITY><INTENT > <SET_ALARM><DATETIME>2 p.m.

"remind me to buy milk” <DOMAIN><PRODUCTIVITY><INTENT > <ADD_REMINDER > <SUBJECT >buy m
" next song please” <DOMAIN><MEDIA_.CONTROL >

"how old is barack obama” <DOMAIN><NONE>

phael Schumann
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© End-to-End SLU (Haghani et al., 2018)

@ Results
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Model Domain F1 Intent F1  Arg WER
Baseline 96.6 95.1 15.04
Direct 96.2 94.2 18.22
Joint 96.8 95.7 14.93
Multitask 96.7 95.8 15.02
Multistage (ArgMax) 96.5 95.4 14.84
Multistage (SampledSoftmax) 96.5 95.2 12.29
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Outline

@ Compare
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Outline

@ Compare

@ Results
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Joint Transcript Error Correction and NLU

Intent Decoder ...

transcription

Ta

----- { Encoder2 H Slot DecoderJ

Figure: Mix of joint and multistage model

Word Decoder

e P(Z,S,W|X) = P(SIWIL)P(W|ZX)P(Z|X)

@ omit intent decoder and pretend its combined with slot decoder
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Joint Transcript Error Correction and NLU

ranscription .Sampled Semantic
'[ Encoderl ]—[Word Decoder] Softmax '[ Encoder2 ]—[ Ty r J

Figure: Multistage model

e P(S,W|X) = P(SW)P(W|X)
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Similarity

acoustic Sampled Semantic
features ’[ Encoderl [Word Decoder] Softmax Encoder2 Decoder

Figure: End-to-End SLU

ranscription .Sampled Semantic
‘[ Encoderl ]—[Word Decoder] Sofimax -[ Encoder2 ]—[ Decoder ]

Figure: LM + NLU

e P(S,W|X) = P(SIW)P(W|X)

55 / 75
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Similarity

h h hs hy h from  tampa to milwaukee <EOS>
T I T T 1 a K7 1
fom tampa  to no  walkie
y'
hq ho hs hy >
sb
R o FromLoc 0] Toloc

from  tampa to  milwaukee

[ k] [y hal [ ksl [y b

_..acoustic__| _ArgMax Semantic
foatires [ Encoderl ]—[Word Decoder} Encoder2 Decoder

Transcription Errors in Context of NLU
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Model Intent F1  Arg WER
Baseline 95.1 15.04
Multistage (ArgMax) 95.4 14.84
Multistage (SampledSoftmax) 95.2 12.29

Table: End-to-End SLU

Model Intent Error  Slot F1
Baseline 5.80 84.26
Multistage (ArgMax) 5.20 86.85
Multistage (SampledSoftmax) 5.04 87.13

Table: LM + NLU
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Results

ranscription | .Sampled Semantic
[ Encoderl ]—[Word Decoder] Sofmax | Encoder2 e

Figure: Joint Transcript Error Correction and NLU

..acoustic | N _Sampled | Semantic
features [ Encoderl [Word Decoder] Softmax Encoder2 Decoder

Figure: End-to-End SLU

@ Word Decoder of the first model learns a distribution over possible
errors in the transcriptions

@ Semantic decoder is exposed to a variety of (sampled) incorrect
transcriptions

58 / 75
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Outline

@ Compare

@ Conclusion
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Conclusion

ASR NLU
-~ _/ transcription | intent detection | structured
) |Q [ [renscrption, | ntentdetecton | suctured :
Y E slot filling output

Figure: icons: [1]

@ bridging the gap between ASR and NLU for

o black-box ASR
o End-to-End SLU
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Conclusion

ASR NLU
- O =/ transcription | intent detection | structured
N | Q) [B |Hrenscription, | intentdetection | structured ,
E.{ slot filling output

Figure: icons: [1]

@ important to train NLU with sampled transcriptions

@ learn distribution over transcriptions of "black box” ASR
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Outline

@ Compare

@ Challenges
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Differentiable Sampling

Soft Argmax

Vi-1(0) = “kitten’ Vi-1(0) = “dog’ Vi-1(0) = “cat’
_ exp (o si—1(y))
€i—1 = Zy €(y) ’ Zy/ exp (a0 si—1(vy’)) _ /\/\:{]}
= o =1
Soft Reparametrized Sampling s

(Gumbel Softmax) M
s L exp (o (si-1(y)+Gy)) NN
€i—1 = Zy e(y) >, exp (@ (5i-1(¥)+G,0))

Maddison et al., 2017 Jang et al., 2016

Ref: The cat purrs . Pred: The dog barks .

Figure: Goyal et al., 2017 [10][11][12]

Raphael Schumann
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Differentiable Sampling

L1

P T T T

from  tampa to no  walkie yh ] [yt Ry [yt RG]

[ Encoderl ]—[Word Decoder]-

Semantic
Encoder2 ]—~[ Decoder ]
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Beam Search

""""" { Encoderl }—*[Word Decoder}----vw[ Encoder2 ]—[ SS’;EQS: I

ki

beam1l: from tamApa to no walkie beam1: O FromLoc 0 0 O
beam?2: from tampa to milwaukee\,
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Beam Search

Description Notation
current score of beam sequence y: s(y)
greedy decoding for the rest of sequence y*: | g(y“,x)
append yj; to sequence y: ly,yil

Table 1: Notations

Algorithm 1 Beam Search

input Parameters ¢, beam size K, Vocabulary V
7[0] « {e}
fori =0to N —1do
H Ay, yir1] | e rlil,yit1 € V}
mli +1] & K-argmax S(Y) + Do(y, %, ¥it1)
ye

return 7w[N]
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Combined Beam Search 1

Encoderl ]—[Word Decoder} ------ { Encoder2 ]—[ Sggzggf }

e

—

beam1: [bearﬁWl]
beam2: [beamW?2]

beamW1: [from tampa to no walkie]

scoreWl ) hyp1: [beamW1 ;vO]
beamW?2: [from tampa to milwaukee] - scorel: scoreW1 + a * score([0])
scoreW2

hyp2: [beamW1; FromLoc]
score2: scoreW1 + a * score([FromLoc])

hyp8: [beamW2; 0]
score8: scoreW2 + a * score([0])

hyp9: [beamW2; FromLoc]
score9: scoreW2 + a * score([FromLoc])

| select top2 beams
B

beam1l: [beamW1; O]
beam2: [beamW2; O]
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Combined Beam Search 1

Encoderl ]—[Word Decoder} ------ { Encoder2 ]—[ Sggzggf }

—

e

' beam1l: [beamW1; O]
beam2: [beamW?2; O]

beamW1: [from tampa to no walkie]

scoreWl
beamW?2: [from tampa to milwaukee] hyp1: [beamW1; 0 O]
scoreW?2 scorel: scoreW1 + a * score([O O])

hyp2: [pbeamW1; O FromLoc]
score2: scoreW1 + a * score([O FromLoc])

hyp8: [beamW2; 0 O]
score8: scoreW2 + a * score([0 0])

hyp9: [beamW2; O FromLoc]
score9: scoreW2 + a * score([O FromLoc])

' select top2 beams

beam1: [beamW1; O FromLoc]
beam2: [beamW?2; O FromLoc]
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Combined Beam Search 1

Encoderl ]—[Word Decoder] ------ { Encoder2 ]—[ Sggzggf ]

—

e

' beaml: [beamW1; O FromLoc O]
beam2: [beamW2; O FromLoc O]

beamW1: [from tampa to no walkie]

scoreW1l i
beamW?2: [from tampa to milwaukee] - hyp1: [beamW1; O FromLoc O O]
scoreW?2 scorel: scoreW1 + a * score([0 FromLoc O O])

hyp3: [beamW1; O FromLoc O ToLoc]
score2: scoreW1 + a * score([0 FromLoc O ToLoc])

hyp7: [beamW2; O FromLoc O 0]
score8: scoreW2 + a * score([0 FromLoc O 0])

hyp9: [beamW2; O FromLoc O ToLoc]
score9: scoreW2 + a * score([0 FromLoc O TolLoc])

select top2 beams
v

beam1: [beamW2; O FromLoc O ToLoc]
beam2: [beamW1; O FromLoc O O]
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Combined Beam Search 1

Algorithm 2 Combined Beam Search 1
input parameters 6y, 0s, beam size K, vocabulary V, slot tokens S, scaling factor «v
7[0] < {e}
fori =0to N —1do
HeAly. vl | yenliyi, €V
mli + 1] + K-argmax s(y) + Dgy, (¥, X, ¥ 1)
yveH
fori =0to N —1do
HeA{ly,yii] | y enlN+ilys, €S}
T[N +i+1] + K-argmax s(y) + o Dps(y", ¥y, ¥is1)
yweH

return 7[2N]
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Combined Beam Search 2

---------- >[ Encoderl '—»[Word Decoder} {EncoderZ '—’[ Sggzggf }

. generate distribution for next word

. finish greedy decoding for topN words
3. encode hyp sequences

I. generate distribution for next token

hyp1: [(frt)fh, (5)]
score: score([from]) + a * score([0])

hyp2: [(from, FromLoc)]
score2: score([from]) + a * score([FromLoc])

hyp3: [(to, O)]
score3: score([to]) + a * score([0])

hyp4: [(to, FromLoc)]
score4: score([to]) + a * score([FromLoc])

select top2 beams
v
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Combined Beam Search 2

Algorithm 3 Combined Beam Search 2
input parameters )y, 05, beam size K, vocabulary V, slot tokens S, scaling factor «
7[0] < {e}
fori =0to N —1do
HeA{ly, 0iuyin) | yenlilyt €V.yi, €S}
W[Z + 1] A K—argmaxs(y) + D9W (yw7 xvy;il) +a D@s (ys7 g(yw:x)7 yf+1)

yEH
return 7[N]

Raphael Schumann Transcription Errors in Context of NLU 15.11.18



Thank You!
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